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ABSTRACT 
There are a growing number of Ubicomp applications in 
areas such as home automation and sustainability that make 
use of machine learning techniques for activity detection 
and prediction. One of the difficulties when building 
classifiers for these applications is accurately labeling all of 
the sensor data for use in training. Users are often 
unreliable and inaccurate when required to manually label 
data, and can become annoyed with the interruptions or 
repetitive tasks required of labeling. Domain experts can 
generate rules to automatically label the data but this 
process can also take time to maximize accuracy. 
Classifiers that are trained on inaccurately labeled data can 
result in inaccurate activity predictions. In this work, we 
present a case study to demonstrate the value of combining 
both human-labeled data and domain knowledge to build 
classifiers. We build a sensor network in offices with the 
goal of detecting when the occupants have turned on and 
off the lights. We show that by using increasing amounts of 
domain knowledge in conjunction with human-labeled data, 
it is possible to reduce the need for human-labeled data and 
achieve high accuracy predictions (72%-92%) when the 
labelers are inaccurate. In addition, we provide guidance on 
when and how to combine these techniques to maximize 
accuracy when considering the time and financial costs of 
collecting human-labeled sensor data. 
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INTRODUCTION 
When building Ubicomp applications, researchers often use 
a variety of machine learning techniques, which require 
large amounts of accurately labeled training data to make 
accurate predictions or inferences. As researchers begin 
collecting data, they must balance tradeoffs such as the time 
and cost of data collection with label accuracy. Collection 
techniques such as observations are costly as it takes time 
and added resources to collect, observe and label audio, 
video, or behavior in-situ [12]. Other techniques, such as 
Experience Sampling (ESM), require participation from 
individuals in the data collection environment [2]. The 
resulting ESM data may be inaccurate or limited as 
individuals forget their experiences or fail to respond when 
prompted for data [16]. These difficulties are exacerbated 
when data collection is required over a longer period of 
time or when large amounts of data are required because 
participants can become annoyed with the continued 
interruptions caused by ESM [21].  

Domain knowledge, or “rules of thumb” about relationships 
in the data acquired by experts through experience, has also 
been used to label data or reduce noise in labels [4]. The 
domain knowledge may offer insight into which sensors 
and features to use when collecting data, in addition to 
automatically providing labels to a set of data. This 
technique is widely used in artificial intelligence (AI) and 
machine learning communities to build models and 
classifiers of expert domains such as medicine or 
mathematics [8]. It is also gaining popularity in ubiquitous 
computing, as researchers themselves are often domain 
experts in the environments in which they deploy sensors 
[9, 24, 25]. For example, Ziebart et al. use a driving model 
to reduce the noise and eliminate possible extraneous data 
in GPS data while learning preferred driving routes [25]. 
Fogarty et al. use knowledge about office etiquette to define 
features of their interruptibility classifiers (e.g., whether the 
door is open to an office) [9]. While it is not difficult to 
generate domain knowledge for some domains, it can be 
difficult and time-consuming to generate a model of a more 
complex domain such as activity recognition. 

In this work, we argue that when collecting data, there are 
advantages to using domain knowledge in combination with 
collecting labels. For example, one way to combine 
techniques is to use domain knowledge to group similar 
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data points together and use human-labeled data to label 
those groups. Another possibility is to label some data using 
domain knowledge when applicable and ask people to label 
the rest.  

We present a case study that demonstrates these two 
different ways to use domain knowledge in conjunction 
with human-labeled data for the application of predicting 
whether the lights are on or off in offices using wireless 
sensors that detect light levels. While it is not difficult for 
the office occupants to label when their lights are on and 
off, there is also domain knowledge about offices that can 
be used to label the data. We compare these combined 
approaches to ones using entirely human-labeled data and 
entirely domain knowledge labeled data by building 
classifiers and measuring the resulting accuracy of each 
model. We show that, in our application, when human 
labelers are inaccurate, classifiers trained with domain 
knowledge labels are more accurate. When human labelers 
are accurate, the models using the combination of labels 
maintain the accuracy while reducing the labeling burden.  

This paper presents an exploration of the data labeling 
process and discusses tradeoffs between the time and cost 
of data collection with the accuracy of labels. We then 
describe a study in which we collected data from 
participants in multiple offices to specify when lights are 
turned on and off. The study confirms inaccuracies in 
classifiers using human-labeled data caused by imperfect 
human labeling. We then present the results of our analysis, 
our main contribution, which shows the benefits of 
combining domain knowledge and human-labeled data and 
offer techniques to make it practical in other applications. 
Combining human-labeled data and domain knowledge 
rules reduces the amount of data that individuals must label 
without requiring possibly complex domain models and 
maintains or increases the accuracy of resulting classifiers.  

RELATED WORK 
The difficulty in collecting labeled data is well documented 
in the research community. When providing labels people 
often get annoyed with the distraction of the data-labeling 
task. Data-labeling can be expensive in terms of the time it 
takes to collect enough data to train machine learning 
classifiers and the calculated costs of this time. Domain 
knowledge, or rules about the data, can be used in several 
different ways to label or reduce noise in data. However, it 
can be difficult to generate useful rules without the aid of 
an expert. We highlight the benefits and limitations of using 
human labelers and domain knowledge to label data in 
terms of cost and time to collect labels and accuracy of 
those labels. Then, we identify approaches in which the two 
labeling techniques can be combined together to take 
advantage of the benefits of both techniques. 

Human-Labeled Data 
As stated earlier, people who must label their data may 
become annoyed with the data-labeling process causing 

increased inaccuracies in the labeled data. However, not all 
people provide inaccurate data. There are individuals who 
can be very accurate when labeling data but it can be 
expensive to achieve such accuracy. The costs associated 
with label collection include the time it takes researchers to 
collect labels and the time it takes participants to label data. 
The costs and benefits of people labeling data have been 
widely studied [14]. While using extra sensors helps to gain 
a more complete and higher-level understanding of 
activities being sensed in ubicomp applications [22], the 
cost of having someone label that data increases for each 
additional sensor that is installed [12]. Hayes et al. discuss 
the costs of direct observations by an experimenter, such as 
the cost of installing capture and access systems in each 
environment being monitored and the privacy of those 
being monitored in the environment [12].   

In order to reduce the privacy concerns with an outside 
observer labeling data, Experience Sampling (ESM) relies 
on people in the environment to label their own data [2]. 
However, according to Scollon, one of the biggest problems 
of ESM is the required time investment of participants [21]. 
ESM is susceptible to inappropriate interruptions, which 
may become burdensome or annoying [11]. Participants can 
be reluctant to use ESM systems because the act of 
answering questions is a significant distraction [3]. The 
distractions and interruptions may lead to inaccuracy of 
reporting or failures to report data [16]. Individuals asked to 
recall labels after an activity of interest has occurred rather 
than during the activity can also be inaccurate in their 
labeling if they forget the context or situation to label [6]. In 
general, overburdening participants can lead to a lack of 
compliance, reducing the number of labels that can be 
collected [21]. “Given the nature of ESM studies, 
researchers must strike a balance between obtaining enough 
information and not overburdening participants” [23]. 
While many solutions have been proposed to reduce the 
burden of ESM and other data collection techniques on 
participants (e.g., visualizations [13]), it can still be difficult 
to collect accurate labels from people.  

Domain Knowledge 
Rather than increasing the number or accuracy of manually 
created labels by asking fewer questions over a longer 
period of time or by visualizing data to make it easier to 
understand, domain knowledge, instead, aims to 
automatically label data using a set of rules generated by a 
domain expert. Domain knowledge, or “rules of thumb”  
about relationships in the data obtained by an individual 
through experience with the data [8], can be used to classify 
data by drawing inferences about the similarity of the data 
to other previously seen data [4]. It has long been used 
successfully in artificial intelligence (AI) to reduce the time 
to search solutions in problem-solvers for fields such as 
medicine where there are many experts (e.g., [4]).  

More recently, researchers in ubiquitous computing have 
been using their own domain knowledge to generate rules 



 

about the sensor environment and to inform decisions about 
which sensors to use when collecting data. For example, 
Anderson and Muller define the relative speeds of different 
modes of transportation to help predict how a participant is 
traveling (e.g., bicycle, bus, car) from GPS data [1]. Patel et 
al. used domain knowledge about home air-flow to detect 
people moving through doors in a home using the HVAC 
system [19]. Tapia et al. label all human-sized weights 
measured on the seat of a chair as “sitting” on the chair 
[22]. Most of the applications that use domain knowledge 
for labeling data do not use any labels from individuals to 
help detect these activities. 

However, it can be difficult to acquire complete domain 
knowledge about an environment and it often takes time for 
researchers to understand the domain to build up complex 
domain models accurately [4,8]. We propose combining 
domain knowledge and human labeling techniques to label 
data. We can reduce the amount of labels that labelers must 
provide by using domain knowledge to label some of the 
data. However, by combining the techniques, we do not 
require complete domain models of the environment to 
label data, because we can rely on human labelers to fill in 
the gaps left by the incomplete domain models. In this 
work, we present a case study on labeling light sensor data 
in offices with whether the lights are on or off. We compare 
the accuracy of data labeled completely by human labelers, 
completely by domain knowledge, and with two different 
combinations of both domain knowledge and human 
labeled data. We will show that classifiers built using 
labeled data from the combined approaches can predict 
accurately while greatly reducing the amount of data a 
human labeler would have to label. 

SENSOR DATA COLLECTION 
In order to test the accuracy of classifiers that use both 
human labelers and domain knowledge, we deployed a 
sensor network in our academic offices to collect light 
readings with the goal of predicting whether the lights were 
on or off throughout the day. Light sensors recorded the 
light levels in the offices throughout December-February. 
Additionally, one occupant in each of the offices carried a 
mobile device to collect his/her GPS location in order to 

determine when he/she was in the office. While this sensor 
network could be used to support environmental 
sustainability applications (e.g., providing appropriate 
reminders to participants to turn lights off to save energy), 
the focus of this work is the examination of the tradeoffs 
involved in collecting accurate labels for these sensors.  

Sensor Network 
To collect light data, we recruited participants in offices in 
our academic building to agree to allow sensors to be 
deployed in their offices. In total, we deployed five wireless 
sensors across five different office locations to collect light 
level data. The [anonymized] sensor platform with static 
(non-mobile) wireless sensors collected the following data 
every 30 seconds inside each office: time, light, building 
acceleration, temperature, noise level, and voltage of the 
sensors [20]. These sensors wirelessly transmit the data 
through an Asus wireless access point to our database along 
with the sensor ID, longitude and latitude of each sensor.  

Three of the five offices used in the study were interior 
offices with windows facing an atrium (and blinds primarily 
closed); two of the offices had exterior windows, which 
allowed ample sunlight on non-cloudy days (Figure 1). 
Figure 2 shows the calibrated light sensor readings for an 
interior office (left) and two exterior-facing offices (middle 
and right). In total, approximately 45,000 light sensor data 
points were collected for each office over two weeks. 

 

Figure 1: Offices 1,3,5 have windows that face the Atrium, 
while offices 2 and 4 have exterior windows.  

 
Figure 2. Light sensor readings for offices (1,2,4 left to right) over 4 days. While offices 1,2,3, and 5 have light values ranging between 

40-60, the rightmost office has a light range between 30-45, which we subsequently calibrated to the same 40-60 range.  



 

Mobile Devices 
To collect location data, we used the widely-available GPS 
sensor on an Android G1 smart phone and the MyTracks 
application developed by Google, which records the 
latitude, longitude, and altitude of the phone once a minute. 
One individual from each office carried the mobile device 
to detect when he/she was in the office. This data will be 
used by the domain knowledge to find and label particular 
light values by example, thus it is not necessary to know 
every time each occupant was in an office (explained 
below). Participants who did carry mobile phones were able 
to save and view their GPS logs and were asked to send 
them to us daily. After sending the day’s log, participants 
began recording a new log and continued collecting data.  

While we will not use an occupant’s location as a feature in 
our classifiers as it would require participants to continually 
track their location, our domain knowledge includes a rule 
relating occupant location to light status (e.g., when an 
occupant is in their office when it is dark, their lights should 
be on). Because domain knowledge is used to group similar 
data together, we did not need to collect every occupant’s 
location. Instead, we collected only one random occupant’s 
location from each office and will use these locations along 
with time to determine which light values occurred when 
the occupant was in their office after sundown.  

Overall, we had difficulty with GPS acquiring enough 
satellites to report the phones’ locations every minute. Only 
24, 83, 41, 30, and 40 hours of GPS data (including both in- 
and out-of-office data) over the two weeks were collected 
for each participant respectively – significantly less than we 
expected. While this affects the amount of data the domain 
knowledge can use by example, it should not affect the 
accuracy of its resulting labels. Additionally, we model the 
error in the GPS data by deploying two phones in an 
interior office and two in an exterior office for 48 hours 
(~23700 data points each), collecting data once per second. 
We assume that all of the interior offices have similar 
connectivity to GPS satellites and all of the exterior offices 
have similar connectivity, and, in fact, all interior and 
exterior offices exhibited approximately the same GPS 
error. The average error was 13m each for latitude and 
longitude with a std. dev. of 100m. As we collected the data 
from static sensors and the mobile devices, we also asked 
occupants of the offices to label their data.  

DATA LABELS 
All occupants of the instrumented offices manually labeled 
the times when they turned the lights on or off during the 
data collection period. Because participants only logged 
when they turned lights on and off and GPS data was 
intermittent over the 2 weeks, we combined each type of 
data and the labels together using a synthesis process. We 
then used our own domain knowledge about when lights are 
used in offices to create rules for labeling the data. Finally, 
we evaluated the accuracy of the occupant-generated labels 
against the domain knowledge to demonstrate the potential 
benefits of combining the labeling techniques together.  

Human-Labeled Data 
We collected two weeks of human-labeled data from the 
occupants of the offices in conjunction with the sensor data. 
All of the offices had multiple occupants so, in order to 
collect accurate labels, we asked all occupants to log when 
the lights were turned on and off in their offices. We paid 
occupants $5 per week to collect the data, and in total 11/15 
occupants entered their offices and logged their data over 
the two-week period. The 4 remaining occupants did not 
use their offices during the data collection period.  

In order to label the light status, participants were asked to 
write down each time they entered and left the room and 
each time they turned the lights on or off. A paper log was 
taped next to their light switch and door to remind them to 
log. While overall, participants all recorded lights events 
over the two weeks (68, 97, 76, 63, and 24 respectively), it 
was apparent that some participants forgot to log some of 
their lights events. For example, sometimes participants 
would log when they arrived in the office and turned the 
lights on, but did not log when they left or turned the lights 
off. As a result, we expect there will be some 
inconsistencies between the light level and the human-
labeled classification for some of the training data. 
However, we did not make any modifications to fix the 
training data. Although we did not observe each office in 
order to manually label the ground truth test data ourselves, 
we did verify that the labels we used for testing were 
consistent (i.e., all “lights on” events were followed by 
“lights off” events in the logs).  

Data Synthesis 
Because the static sensors ran on battery power, we did 
encounter some sensor drift (changes to the range of sensor 
values) over time. To account for these changes, the sensor 
values in each office were calibrated to eliminate the value 
shift. In order to prepare the data for testing, we combined 
the light data, GPS logs, and labels (collected at different 
frequencies) into a single table. We ensured that the light 
labels were applied to all of the appropriate data (e.g., when 
the participants said they turned the lights on, all 
subsequent data was labeled “lights on” until they indicated 
the lights were turned off) and that the GPS location of the 
occupant was indicated at the correct times. The following 
algorithm was used to combine the data into a single table: 

For each light sensor reading: 
1) Find the most recent GPS reading taken before the light 

reading, and associate the occupant’s location with it.  
2) Find the most recent occupant-logged light status, and 

assign that light status to the current light value. 

We use this synthesized human-labeled data to compare 
against domain knowledge.  

Domain Knowledge 
In order to label the light data without human assistance, we 
used our own knowledge of lights in our offices to develop 
a set of label rules about offices, occupancy, and light: 



 

1) The intensity of an office’s overhead lights does 
not change throughout the day 

2) Light values that often occur consecutively (e.g., 
Figure 2 shows that values 34 and 35 from office 4 
occur consecutively often) have the same label 

3) Possible light sources include electric lights and 
sunlight, otherwise there is no light 

4) The lowest light value acquired by the light sensor 
is given the label “lights off” 

5) If a person is in an office after sundown, all sensor 
values collected during this time should be 
classified as “lights on” 

The first three rules specify how to define similar groups of 
data points that can be labeled using the last two rules. 
First, because there are no dimmers on our lights, the light 
intensity of the electric lights does not change. If we could 
identify any time and light value when the lights are on, we 
can label all instances of that value as “lights on.” Second, 
if light values occur consecutively – alternating too fast for 
the electric lights to be turning on and off (e.g., values 34 
and 35 on the right sensor from Figure 2), these light values 
should have the same label. Third, there are two sources of 
light in an office, sunlight and electric lights, and we are 
trying to determine if the electric lights are on or off.  

Using these groupings of light values, we know which 
values to apply rules 4 and 5. The lowest light value must 
be darkness, because otherwise “lights on” would be darker 
(have a lower light value) than “lights off”. Additionally, 
the lights should be on when occupants are in their office at 
night, because the occupants cannot see in the dark. This 
last rule uses the GPS data to help label the light level data. 
Because the light sensors are at known locations, we can 
use the error detected from our two days of GPS data as a 
threshold for determining if participants are in their offices. 

Accuracy of Occupants 
Using the domain knowledge about how to label the data, 
we first test the accuracy of the occupant-labeled data. In 
particular, we compare the occupant and domain knowledge 
labels for the lowest light value (the most commonly 
observed value in each office). While domain knowledge 
suggests that the lowest light levels occur when the lights 
are off, the data from offices 1 and 2 included many 
instances where participants labeled the lowest light values 
as “lights on.” Table 1 shows the percentage of their low 
light training data labeled as “lights on.”  

While occupants in offices 1 and 2 label 56.7% and 64.1% 
of total low light instances from the training data “lights 
on”, occupants of offices 3, 4, and 5 had far fewer low light 
data labeled “lights on.” This result is largely due to the fact 
that participants sometimes forgot to log that they had left 
the office and turned the lights off. If the participants did 
not log that the lights turned off, the data synthesis 
algorithm continued applying the label that the lights were 
still on. Any statistical model that uses the number of 
occurrences of each light status to make predictions would 

conflict with the domain knowledge for offices 1 and 2. 
Instead, given that the domain knowledge largely labels the 
sundown data and has no rules about classification during 
the day, we could combine the domain knowledge with the 
occupant labels to reduce the potential inaccuracies with 
all-human-labeled data. 

Opportunities to Combine Label Sources 
From our analysis of the occupant-labeled data, we know 
that the lowest light values are likely to be labeled correctly 
by domain knowledge and inaccurately by occupants if they 
forget to log that they turned off the lights in the evening. 
We can apply the two types of rules in our domain 
knowledge for the lights classification in conjunction with 
human-labeled data to reduce the labeling burden on the 
labeler and produce more accurate labels: 1) defining 
similar points and 2) automatically labeling data.  

When a domain rule defines the similarity between data 
points, we can use machine-learning techniques that group 
similar data points and then use human-labeled data to 
determine the label of each group. For example, we can find 
similar values to the lowest light value and use the most 
common of the human-generated labels to label all of those 
similar values. Alternatively, when domain knowledge 
specifies the exact label of some data, we can automatically 
apply that label to the data and use human-generated labels 
to label the remaining data. For example, we can 
automatically determine the lowest light value for each 
office and automatically label it “lights off.”  

We test two possible ways to combine the human labeling 
and domain knowledge to label all of the data: 

1) Using only the similarity metrics, we determine the 
groups of similar values and then use the human-
labeled data to label the groups. This method does not 
reduce the amount of data a labeler must label, but 
aims to increase the accuracy of the resulting classifiers 
by averaging the error across multiple sensor values. 

2) Using a combination of automatic labeling and groups 
of light sensor values, we label all of the data possible 
using domain knowledge and then label the remaining 
data with human-labeled data. Using this method, 
labelers must only label the groups of values that 
domain knowledge cannot label. 

Next, we formalize the techniques we used to build the 
classifiers using the different labeling approaches. 

Office % Lights On Total 
1 56.7% 33060 
2 64.1% 20067 
3 18.2% 34864 
4 1.25% 19196 
5 40.1% 25229 

Table 1: Occupants in Office 1 and 2 labeled more than 
half of their total low light training data as “lights on.”  



 

CLASSIFICATION  
We are interested in understanding the relationship between 
different combinations of domain knowledge and human-
labeled data and the accuracy of the resulting classifiers that 
are built using those labels. We build four different 
classifiers using different combinations of the labels: 

1) All human-labeled data (All-human) 
2) Domain knowledge to group similar light values, 

and labeling those groups entirely with human-
labeled data (Group-human) 

3) Domain knowledge to group similar light values 
and label data, and human-labeled data for the rest 
(Group-domain) 

4) All domain knowledge labels (All-domain) 

For each of the classifiers, we use 0-80% (0-11 days) of the 
sensor data from an office for training and hold the last 
20% (3 days) for testing against the ground truth labels. 

All-human Classifier 
Using only the labels from the occupants, we train a 
traditional supervised classifier. For our particular 
application, we use Naïve Bayes (NB). We have relatively 
few features and labels, and we expect other models such as 
Support Vector Machines or Logistic Regression to perform 
similarly with this data. Other applications should use a 
classifier that best models their data. Using a set of training 
vectors of features and labels , NB 
computes the probability of each label given a set of 
features according to Bayes Rule: 

 
NB models assume that the features are independent. 
However, the model also perform well on real-world data 
when the independence assumption is not met. Using the 
assumption, we can reduce the amount of computation: 

 
In this work, we trained one classifier for each office to 
detect the light status (on/off). We include two features - 
the integer light level value obtained from the sensor and a 
binary variable representing night or daytime (Night = 6pm-
7am, and Day = 7am-6pm based on our location): 

 
NB models predict a data point’s most probable label  
given the current vector of features :  

 

Group-human Classifier 
Unlike the All-human classifier, the remaining models 
attempt to group similar data values together before 
labeling them. Unsupervised machine learning techniques 
such as k-means clustering aim to find similarities between 
data points and then cluster those similar points together. 

No classification is applied to the clusters in unsupervised 
learning. A second classification step is required.  

We employ k-means clustering to find the groups of similar 
light values based on domain knowledge as follows: 

1) Given light intensity does not change through the 
day, group all data with the same light value into 
the same cluster.  

2) Light values that often occur consecutively must 
be grouped together. For example, the light values 
that appear late at night are likely to be equivalent 
(probably “lights off”). 

3) Given that there are three types of light: no light, 
electric light, and sunlight, group the values into 
three clusters.  

The 3 means  are initialized to a random light 
value. Then the clusters are updated in the following two-
step process iteratively until the means do not change: 

1) For each light value v, determine the closest mean mi. 
The set Si of pairs closest to mi is defined as: 

  
2) Update the means based on the pairs assigned to it: 

 
To clarify the clustering technique, Figure 3 shows a 
histogram of the light values and time of day in one interior 
(left) room and one exterior room. In the interior rooms, 
there are fewer possible light values and the algorithm finds 
two clusters – one at value 46 which is seen all day, and one 
cluster of 47 and 48 only obtained from noon-2am. In the 
exterior room, there are many more light values, and they 
form three clusters – one at value 45 which is seen from 
7pm-7am, one for values 50-54 seen 3pm-11pm, and one 
for the remaining values from 7am-5pm.   

For the Group-human classifier, the label of a cluster is 
defined as the most popular label in the cluster: 

 

Group-domain Classifier 
The Group-domain classifier uses the same clustering 
algorithm as Group-human. In order to classify the clusters 
using domain knowledge, the following rules are applied: 

1) label the cluster with the lowest value as “lights off” 

2) label the cluster(s) with values that appear at night 
when occupants are in the office as “lights on” 

For example, in the interior room, the cluster at value 46 is 
labeled “lights off” while the cluster of values 47 and 48 
occur at night when the occupant is in the office, so it is 
labeled “lights on.” In the exterior room, the cluster of 
value 45 is labeled “lights off”, while the cluster of values 
50-54 occur at night when the participant is in the office, so 
it is labeled “lights on.”  



 

If there are any remaining clusters (e.g., in the exterior 
office), our domain knowledge is unable to label them. We 
can use the human-labeled data to label the remaining 
clusters in the same way as above: 

 

All-domain Classifier 
The All-domain classifier uses the same classifier as Group 
domain, except that any remaining clusters are labeled 
using extra knowledge we gain from the occupants of the 
offices. For example, if occupants of the exterior room do 
not turn on the lights if it is sunny, then the last cluster 
would be labeled “lights off”. We labeled the remaining 
clusters “lights off” using this domain knowledge elicited 
from our participants.  

CLASSIFICATION RESULTS 
We collected data from 5 offices for 14 days totaling an 
average of 45,000 light value data points for each office. 
However, we excluded office 5 (an interior office) from the 
results, because we did not have enough training data for 
the classifiers. Occupants in office 5 only logged their 
status for only 5 non-consecutive days of the 14-day data-
collection period. When the light status was logged, the 
participants forgot to log when they turned the lights off for 
3 out of 5 days. As a result, we only received 40 usable 
hours of the 14 days of data for training and testing which 
was not sufficient. We build each of the four classifiers for 
each of the four remaining offices and test the accuracy of 
those classifiers to illustrate the impact of combining label 
sources on the models.  

All-Human Classifier Results 
Figure 4 shows the accuracy of each All-human model 
trained on between 0%-80% of each office’s training data 
(short dashes). As expected, the models for offices 1 and 2 
(who labeled low light levels as “lights on”) had very low 

accuracy (18.8% and 28.5% respectively). Labeling low 
light values as “lights on” resulted in 57.3% and 42.9% of 
the total error respectively. Alternatively, the models for 
offices 3 and 4 labeled all of the “lights off” test data 
accurately and labeled 92.7% and 98.6% of the total test 
data accurately.  

Interestingly, for our data, 10% of the training data resulted 
in models that were as accurate as those trained on 80% of 
data for three of the four offices. This phenomenon occurs 
because the data is periodic (the lights come on during the 
day and go off at night every day). Accurate data for one 
day will likely produce the same model as 14 days of data. 
Office 3, however, labeled some of the data incorrectly at 
the beginning of the data collection, but became more 
accurate later. As a result, the model increases in accuracy 
when there is enough training data (40%) to change the NB 
prediction. This periodicity is extra domain knowledge that 
we did not recognize prior to building the classifiers. Had 
we recognized it, we could have reduced the amount of data 
we required the occupants to label.  

All-domain Classifier Results 
We also tested the extreme case of labeling all of the data 
using domain knowledge (Figure 4, solid line). Note that 
when labeling the “lights on” cluster using domain 
knowledge, we required the GPS location of an occupant. 
Due to the GPS errors, we were able to collect 42, 12720, 
77, and 574 points respectively that were labeled “lights 
on” for each office. Despite the disparity in GPS data, we 
were able to label one cluster in each office as “lights on.”  

The accuracies of the All-domain models for Office 1-4 are 
87.3%, 63.6%, 92.7% and 89.4%, respectively. We find, as 
expected, that the All-domain models are more accurate 
than the All-human models when the occupants labeled low 
light levels inaccurately. The All-domain classifiers are less 
accurate than the All-human classifiers when the clusters 
group too many light values together that were not the most 

 

Figure 3: Histograms of the number of occurrences of each sensor value at each hour of the day. Values 46 and 45, respectively, 
are labeled “lights off” according to domain knowledge. On the left, the value 48 occurs when the occupant was in the office – 

reflecting the “lights on” label using domain knowledge.  



 

similar. While we could have used more clusters to possibly 
reduce this problem, we did not have domain knowledge to 
label those clusters. 

Group-human Classifier Results 
The use of the domain knowledge to cluster the data is 
intended to mediate the error in labeling some of the light 
values. In our models, the human-labels for offices 1 and 2 
still indicate that the low light cluster is “lights on,” 
resulting in similarly low accuracy (18.8% and 28.5% 
respectively) (Figure 4, dash-dot line). Because the low 
light value is the only value in the cluster for each of the 
inaccurate models, clustering did not help mediate this 
labeling error. Additionally, the accuracy of the Group-
human models for offices 3 and 4 actually decrease 
compared to the All-human models to 80.4%, and 82.4% 
respectively, indicating that the clusters identified different 
groups of light values than the All-human models predicted. 
This combination of label sources did not increase accuracy 
for our application likely due to the small number of light 
sensor values in each cluster. It could be more useful for 
applications that have larger numbers of sensor values in 
each cluster to take advantage of the accurately labeled data 
that are in the same clusters as inaccurate labels.  

Group-domain Classifier Results 
The Group-domain models cluster and label the data the 
same as All-domain, except if there is a third cluster which 
the domain knowledge could not label. Figure 4 shows the 
accuracy for the Group-domain models (long dashes). For 
the interior offices 1 and 3, there were only two clusters, so 
the All-domain and Group-domain models have the same 
accuracy (87.3% and 92.7% respectively). For the exterior 
offices 2 and 4, the All-domain models always predicted 
“lights off” for the third cluster while the Group-domain 
models used human-labeled data to predict the label for the 
cluster. The third cluster contained only high light values 
that occurred during the day (the night values and low light 
levels during the day were clustered and labeled by domain 
knowledge). As a result, a labeler would be required to 
label only 25% of the total data. 

The Group-domain model for office 2 was actually more 
accurate than the All-domain model (68.7% vs. 63.6%), 

indicating that the combination of human-labeled data and 
domain knowledge can actually increase accuracy. For 
office 4, the All-domain model was as accurate as the 
Group-domain model (89.4%) indicating that both models 
labeled the third cluster as “lights off.”  

Overall, we find that combining domain knowledge and 
human-labeled data to create classifiers can be as accurate 
or more accurate than using either label source alone. 
Office 4 is the exception because of the very highly 
accurate labeler, but the time it took for the labeler to 
produce these results is not feasible or likely for many 
labelers. While using domain knowledge only for clustering 
resulted in low accuracy, this result is likely due to the 
single low light value in the cluster and should not be 
discounted for use by other applications for which there 
would be more sensor values in the cluster. The Group-
domain models were very accurate and significantly 
reduced the amount of data to label. Next, we discuss in 
detail how to use different types of domain knowledge (e.g., 
similarity and automatic labeling used in this application) to 
reduce the human label collection time as well as 
opportunities to adapt collection techniques based on 
domain knowledge.  

DISCUSSION 
We have shown, in the context of our light status classifier, 
that it is possible to combine domain knowledge and 
human-labeled data to maintain high accuracy (classifiers 
without requiring that 1) we use all of the labels we 
collected and 2) we build domain models that can 
automatically label all of the data. We use the light 
classifier, not as an example of an optimal solution to 
determine whether the lights are on, but rather as an 
example of opportunities to combine human-labeled data 
and use domain knowledge when neither labeling source is 
necessarily sufficient to produce high accuracy classifiers.  
Domain knowledge is used today in several different ways 
to reduce the complexity of the classifiers we build, and we 
can take advantage of this same knowledge to both reduce 
the amount of data that labelers must label, and help 
labelers label data faster and more accurately. We illustrate 
the practical uses for using domain knowledge to reduce the 
need for labelers. 

  

Figure 4: The accuracy of our All-human on varying amounts of data (dots), Group-human (dash-dot), Group-domain (dashes) , and 
All-domain (solid). For office 1 and 2, the All-human and Group-human classifiers had the same accuracy. For offices 1 and 3, the 

Group-domain and All-domain models had the same accuracy. 



 

Automatically Labeling Data 
We have already discussed the opportunities and techniques 
we used to automatically label data using our domain 
knowledge rules (e.g., low light levels are always “lights 
off”). With the knowledge of which data we require labelers 
to label and which we do not (because this data is labeled 
using the domain knowledge), we could ask participants to 
label only the relevant data. If we had implemented ESM to 
capture our labels, we would not have to interrupt 
participants at night when they were possibly home and not 
even in the office.  

Clustering Data by Similarity 
We used domain knowledge about clustering to group 
similar data values and labels together in an attempt to 
reduce the labeler error. We used human-labeled data to 
label those clusters by finding the most popular label. We 
also combined clustering with automatic labeling to be able 
to apply the labels from automatic clustering to more data 
points at the same time, further reducing the number of 
labels we used from labelers. Because the only cluster we 
did not have domain knowledge about to label contained 
data that occurred during the day when the sun was up, we 
were able to limit the amount of labeled data we required 
from labelers reducing the total labeled data by 75%.  

As is the case with any machine learning technique, it can 
be difficult to predict what features are important for 
making the classifications and how accurate they will be on 
any particular application’s data without visualizing or 
understanding the data [18]. Our clustering models (Group-
human) were not as accurate as we expected because each 
of the clusters contained very few sensor values. While we 
expect that adding more opportunities to use domain 
knowledge will increase the accuracy of the labels and 
resulting classifiers (as we found with our light classifier), it 
is still important to understand the data to determine where 
domain knowledge would be most beneficial and when to 
ask human labelers for labels. 

Discovering Patterns in Data 
Clustering could also be used to find patterns in the data. 
For instance, when detecting types of water usage in a 
home (e.g., shower, sink, toilet, washing machine), domain 
knowledge could include that people wash their hands after 
using the toilet. We could use this toilet-sink pairing to help 
label the two events in two ways: 

1) It may be easier to classify the two events together 
rather than each one separately.  

2) If the toilet classifier is accurate, it could be used 
to better predict sink events  

While pattern clustering might not distinguish kitchen sink 
events from bathroom sink events, human-labelers could 
provide labels to make that distinction. However, pattern 
clustering would be able to accurately label some 
bathroom-use data that could be embarrassing to log.  

Determining Appropriate Sensors 
We used domain knowledge about occupants requiring 
lights in their office at night when determining that we 
should ask participants to carry GPS while labeling data. 
The GPS allowed us to accurately label some of the data 
without much work required for the labelers – only 
recharging the phone and sending the GPS logs, allowing us 
to further reduce the labels required from labelers while 
taking advantage of their availability during data collection 
by asking them to carry an extra sensor. In addition to using 
the sensors for data collection, they could be used for the 
dual purpose of opportunistic labeling techniques rather 
than collecting labels at random times (e.g., [15,17]).  

Eliminate Label Options 
Finally, if it is not possible to automatically label data, it 
may be possible to eliminate label options. For example, 
while it may not be possible using domain knowledge alone 
to determine when someone is shopping, it may be possible 
to rule some options out, such as sleeping. Ziebart et al. 
eliminate data and labels that do not fit with their driving 
models [25]. When a labeler is asked to label their activity, 
providing multiple-choice “probable” options that do not 
include the ruled-out activities may help reduce the 
cognitive load associated with generating an answer rather 
than confirming one of the options [7].  

FUTURE WORK 
We have shown that the combination of domain knowledge 
and labeled data reduces the amount of data that individuals 
must label without requiring possibly complex domain 
models. However, our future work should focus on 
applying this technique to more complex data, with more 
intelligent data collection techniques, and in more complex 
domains. Our application only used a single sensor stream 
for a binary classification problem, and more complex 
sensors and domains, like activity recognition, should be 
tested to show the robustness of the technique to more 
challenging problems. These more complex applications 
will also provide opportunities to test other types of domain 
knowledge in combination with human labeled data. 

Additionally, several of the uses for domain knowledge 
require the ability to adapt the label requests based on the 
knowledge as well as application requirements. Similar to 
Kapoor et al.’s work to selectively sample labels for ESM 
[17], future work is needed to determine how to request 
labels at the necessary times. It is also unclear whether 
labelers will respond more positively to fewer requests or 
whether they are annoyed at any and all requests for labels. 
Finally, if labelers are less annoyed with fewer labels, they 
could be more likely to respond to the requests for labels.  

CONCLUSION 
We have shown that combining both domain knowledge 
and human-labeled data can increase the accuracy of the 
labels and the resulting classifiers. The combination reduces 
the burden of labeling by taking advantage of domain 



 

knowledge without requiring that researchers build a 
complete domain model. We illustrated possible 
combinations of domain knowledge and human-labeled 
data in our light status case study to show that combining 
label sources can produce classifiers that are as accurate or 
more accurate than either single label source. With the 
ability to label data using both domain knowledge and 
human labelers, we can minimize the amount of data that 
labelers must label, speeding data collection time for 
deployment of new ubicomp applications.  
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